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An Integrated Approach to Automated
Semantic Web Service Composition
through Planning
Ourania Hatzi, Dimitris Vrakas, Mara Nikolaidou, Nick Bassiliades,
Dimosthenis Anagnostopoulos, Ioannis Vlahavas
Abstract— The paper presents an integrated approach for automated semantic web service composition using AI planning
techniques. An important advantage of this approach is that the composition process, as well as the discovery of the atomic
services that take part in the composition, are significantly facilitated by the incorporation of semantic information. OWL-S web
service descriptions are transformed into a planning problem described in a standardized fashion using PDDL, while semantic
information is used for the enhancement of the composition process as well as for approximating the optimal composite service
when exact solutions are not found. Solving, visualization, manipulation and evaluation of the produced composite services are
accomplished, while, unlike other systems, independence from specific planners is maintained. Implementation was performed
through the development and integration of two software systems, namely PORSCE II and VLEPPO. PORSCE II is responsible
for the transformation process, semantic enhancement and management of the results. VLEPPO is a general-purpose planning
system used to automatically acquire solutions for the problem by invoking external planners. A case study is also presented to
demonstrate the functionality, performance and potential of the approach.
Index Terms— Intelligent Web Services and Semantic Web, Services Composition, Composite Web Services
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1

INTRODUCTION

W

EB services provide a standardized way to achieve
interoperability between heterogeneous software
systems independently from underlying implementation technologies and platforms. However, the limited functionality offered by an atomic web service cannot always satisfy complex user needs and appropriately
reflect intricate business processes [39]. Web service composition techniques attempt to solve such issues by combining and integrating suitable atomic web services into a
composite one. The simplest option for web service composition is to perform it manually. In this case, a domain
expert takes into account user requirements and browses
through the available web services to eventually create a
desired composite service. The composite service structure, as well as the atomic services taking part in the
composition, are described statically. However, the most
promising alternative is automated composition. The ability to perform web service discovery and composition
automatically and dynamically is essential and has
emerged as an important research topic [7][28][29][41].
Automated web service composition deals with the
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significant increase in the number of available services
over time, as well as frequent changes in their definitions.
It enables significantly faster responses to user queries for
composite services, compared to the manual case. Also, it
produces compositions up-to-date with the latest web
service definitions, despite the dynamic environment.
Automated web service composition is commonly performed using AI techniques, especially AI planning
[4][30][43][47][48]. Existing approaches [10][12][13] have
successfully utilized intelligent techniques to dynamically
locate services [49] and / or automatically compose them.
They use WSDL or BPEL4WS descriptions emphasizing
structural properties, which describe service interaction
(e.g. service input – output).
The aforementioned approaches and the most common
web service standards operate at the syntactic level. Incorporation of semantics can facilitate automation of both
discovery and composition by eliminating syntactic barriers [27][38][42]. Semantics also allow the creation of approximate composite services and, consequently, the
evaluation of their quality in terms of accuracy. Standards, such as OWL-S [31], provide the means to incorporate semantics in web service descriptions. Such semantic
descriptions conform to ontologies which define relations
among them. Enhanced composition features, such as
approximation, are facilitated by the semantic information of OWL-S; however, existing tools and methodologies do not utilize this information [3][40].
Apart from syntactic and semantic knowledge, a third
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type called contextual or pragmatic knowledge is mentioned in the literature [45][46] as useful for providing
reasonable compositions. Pragmatic knowledge does not
concern the service itself, but describes the way the service relates to the satisfaction of the goals of the composition consumer [44]. For example, if several e-bookstore
services offer a specific book, pragmatic knowledge could
indicate that the cheapest offer should be accepted. The
caption of such knowledge is not supported by current
web service description standards, though the exploration
of such issues is a very promising research direction.
We argue that automated composition of web services
should exert the semantic information included in OWL-S
to the full extent. Towards this direction, the paper
presents an integrated approach for semantic web service
composition, exploiting AI Planning techniques. It aims at
providing enhanced composition functionality, including
the expansion of the solution space with approximate
composite services and the evaluation of solutions in
terms of accuracy. The proposed approach is based on
transforming the web service composition problem into a
planning problem and solving it after enrichment with
semantic information extracted from OWL-S. In this way,
extensive research in AI planning can be applied to the
area of web service composition. The produced domain is
described using well-established standards, such as
PDDL [19], while solutions may be acquired using a variety of external planners in a standard way. Independence from planning techniques and algorithms is provided, enabling us to take advantage of recent research
advances. Solutions are transformed back to OWL-S descriptions, which are suitable for execution in any web
service environment. The approach facilitates the composition process, even for non-expert users. The aforementioned activities are organized into a seven-step approach
discussed in the paper.
The implementation of the approach is accommodated
by the development and integration of two software systems. PORSCE II is responsible for all transformation procedures, semantic enhancement and management of the
results. VLEPPO is a general-purpose, domainindependent system for the design and solving of planning problems. In the proposed framework, it is employed to automatically and flexibly acquire solutions to
web service composition problems.
The rest of the paper is structured as follows: Section 2
discusses related work in the area of automated web service composition. Section 3 presents the proposed approach, identifying its discrete steps, the interaction between them and how they are implemented. Sections 4
and 5 elaborate on the PORSCE II and VLEPPO systems,
respectively. Section 6 presents a case study and performance results and, finally, Section 7 provides conclusions
and poses future directions.

2

RELATED WORK
Web service composition approaches range from ma-

nual, where user intervention is required in every step of
the process, to fully automated, where intervention is
confined to defining user requirements for the desired
composite service [3][4][5][6][7]. The criterion for this categorization is the degree of automation of two main aspects: structure of the composition and discovery of the
atomic web services taking part in the composition. In
manual approaches, composition is accomplished
through standards, which describe complex business
processes implemented through composite services; the
most prominent is BPEL4WS [8]. Semi-automated approaches concern only parts of the process. For example,
they automate only the selection of certain atomic web
services that implement a manually defined composition
scheme [9]. Finally, fully automated approaches entail
automation of both the composition plan and the discovery of appropriate atomic web services. As the number of
available services continuously increases over time, automation of the composition process constitutes the only
solution able to efficiently manage the vast volume of this
domain. Other advantages include scalability, flexibility
to detect changes in atomic service definitions, and dynamic handling of service failure/unavailability.
Automated approaches typically involve representation of the composition problem in such a way that welldefined and long-studied AI techniques can be utilized to
obtain solutions to the problem. The use of semantics can
significantly facilitate the representation process and enhance employment of intelligent techniques.
Theoretical works, such as the Causal Link Matrix
(CLM) [35], provide a solid background for semantic web
service composition through AI techniques. CLM constitutes a formal theoretical model accommodating AI planning for web service composition. It involves precomputing all causal relations between semantic web services
and utilizing them to formulate valid compositions. Although it takes into account semantics, the lack of an implementation and experimental results does not allow us
to draw conclusions about its scalability.
SHOP2 [10] was initially created as a general-purpose,
heuristic-driven Hierarchical Task Network (HTN) planning system. It was later used for automated web service
composition. OWL-S process models are encoded as
SHOP2 domains, while the web service composition
problem is encoded as a planning problem. Solutions are
acquired by HTN planning. The main disadvantage of
this approach is that the planning process, due to its hierarchical nature, requires certain decomposition rules to
be encoded in advance with the help of a DAML-S
process ontology. In order for decomposition rules to be
sound, prior expert knowledge of the domain is required.
Another approach for automated web service composition is attempted through planning as model checking,
with the modification of the MBP system [11]. MBP accepts as input web services, described as abstract
processes in BPEL4WS, and a given goal process. It produces a description of the desired composite service in
BPEL4WS. This approach copes with issues such as non-
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determinism, partial observability and extended goals.
However, semantic information is not utilized during
composition, while scalability is questionable.
The work in [36] represents atomic services as state
transition operators and employs estimated-regression
planning with heuristics to perform composition. In order
to be used, it requires extension to current standards,
while scalability results are not encouraging.
The approach presented in [12] attempts the modification of GOLOG to adjust it to web service composition
standards. The approach is based on intelligent agents
having the ability to reason for automated service discovery and composition. User requirements and constraints
are modeled through Situation Calculus. Consequently,
GOLOG is used to find an appropriate composition plan.
Encoding and translation processes in this approach are
generally complex, while interoperability with existing
systems and standards is decreased.
The SWORD system [13] describes available web services with the aid of Entity – Relationship Models and
Horn rules. Therefore, domain-specific knowledge is required. The final composition plan is derived through a
rule-based expert system, requiring user intervention.
OWLS-XPlan [14] uses semantic descriptions of web
services in OWL-S to derive planning domains and problems, and then invokes a planning module, called XPlan,
to generate composite services. The system is compliant
with an XML dialect of PDDL. However, semantic information provided from domain ontologies is not utilized;
therefore, the planning module requires exact matching
between service inputs and outputs.
The middleware presented in [32] is able to transform
a group of OWL-S web service descriptions into a temporal HTN domain. The composition is performed with a
combination of a built-in HTN planner called SIADEX
and temporal reasoning. Although this system is very
interesting, as it deals with the aspect of temporality, it
does not utilize the full potential of the semantic descriptions of web services. The middleware is not capable of
processing semantics appropriately in order to perform
relaxed matching; therefore, exact matching is required.
The motivation for our work is to propose an approach
for automated service composition through planning,
avoiding possible deficiencies of the aforementioned systems. This approach extensively utilizes semantics, while
maintaining high efficiency, provides interoperability
with current standards, and does not require any additional, domain-expert knowledge. Therefore, it demands
minimum user intervention. Moreover, it finds semantically approximate solutions, according to user desires.
Also, it takes into account cases of service unavailability
and handles them appropriately. Finally, the approach is
modular and independent from any implementation details, such as specific planning algorithms. In this way, its
implementation and the acquisition of solutions can be
facilitated by a number of different systems.

3

PROPOSED APPROACH

Our approach aims at automated semantic web service
composition under semantic awareness, via AI planning
techniques. This is achieved by transforming the web service composition problem into a planning problem. Incorporation of semantic information expands the solution
space with approximate solutions. Solutions are obtained
by invoking external planners in a standardized way. In
order to facilitate execution, the results are eventually
transformed to the original web service context.
The proposed approach achieves a high degree of automation, facilitating web service composition, even for
non-experts. The overall user experience is not significantly different from the experience of discovering and
invoking an atomic web service.
The key features of this approach are:
 Natural representation of web services in planning
terms, due to straightforward mapping of OWL-S to
PDDL elements.
 Flexibility in the selection of external planning system, due to the independence between representation and solving.
 Extensive exploitation of semantic information (semantic web service descriptions and accompanying
ontologies).
 Compliance with prominent standards.
 Full-cycle composition support, as the procedure initiates from web service descriptions in OWL-S, and
results in composite service descriptions in the same
standard, facilitating deployment of the produced
composite services.
The discrete steps constituting the overall approach are:
1. Problem transformation
2. Visual representation (optional)
3. Semantic enhancement
4. Solving through external planners
5. Composite service accuracy assessment
6. Service replacement (optional)
7. Reverse transformation
The first step is the translation of the web service
composition problem into a planning problem. It concerns both the available OWL-S web services and user
requirements of the composite service. It produces a
planning domain and problem description, which can be
consequently visualized. The next step involves semantic
enhancement of this planning domain and problem. This
is significant, as in many cases the syntactical differences
among concepts prohibit planning systems from successfully matching inputs to outputs, even if they are semantically equivalent or very similar. The planning domains
and problems derived from the initial web service composition problem, possibly semantically enhanced, are
exported to PDDL so they can be solved by external,
PDDL-compliant, domain independent planners, employing classical planning techniques. The produced plans
constitute descriptions of the desired composite service.
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Semantic enhancement as well as the use of multiple external planning systems might produce more than one
composite services, which are compared and assessed in
the next step. The optional replacement step handles cases of service failure or unavailability by replacing atomic
services taking part in a composite service. Finally, the
produced results are transformed to OWL-S.

Fig. 1. Proposed approach steps.

All web service related steps, namely transformation, semantic enhancement, service accuracy assessment, service
replacement and reverse transformation, are implemented in the PORSCE II system [1]. Planning related
steps are accommodated by the VLEPPO system [2][24],
which can also be used as a general purpose planning
system for other applications. Implementation of these

steps in the two systems is depicted in Fig. 1.
Although we have developed PORSCE II and VLEPPO systems to support the proposed steps, other existing
systems could be used as well. In this case, the proposed
methodology should be viewed as a plan depicting how
these systems should be integrated.
The architecture of the two software systems implemented to support the proposed approach and the way
they are integrated are depicted in Fig 2.
PORSCE II is responsible for automated composition
of semantic web services through planning. It comprises
of five subcomponents: OWL-S Parser, OWL Ontology
Manager (OOM), Transformation Component, Visualizer
and Service Replacement Component.
The OWL-S Parser adds the available OWL-S web service profiles and the corresponding ontologies in the system. OOM applies algorithms for discovering concepts
that are semantically similar to a query concept, according to similarity metrics. The Transformation Component
expresses the problem of web service composition as a
planning problem. Moreover, it interacts with the user to
set semantic similarity thresholds and enhances the planning problem with semantic information retrieved from
the OOM. Additionally, it cooperates with external planning systems, which search for composition plans by
matching OWL-S profile input and output parameters.
When a solution to the problem is acquired, the Transformation Component uses information about concepts to
assess its accuracy. Finally, it transforms the produced
composite services back to OWL-S. The purpose of the
Visualizer is to provide the user with a visual description
of the plan representing the composite service, along with
its calculated accuracy. Finally, the Service Replacement
Component enables the user to modify the composite
service by replacing a specific atomic web service in it.

Fig. 2. Architectures of PORSCE II and VLEPPO.
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Key features of PORSCE II include:
 Parsing of OWL-S web service profiles, atomic or
composite, and translation into PDDL operators.
 Interaction with the user to acquire their preferences
regarding the composite service and desired metrics
for concept similarity.
 Enhancement of the planning domain and problem
with semantically equivalent and relevant concepts
by utilizing a Description Logic Reasoner.
 Acquisition of solutions to the web service composition problem.
 Composite service accuracy evaluation, based on
the selected concept similarity metric.
 Visualization of solution, facilitating identification
of sub-processes, such as Sequence, Split and
Split+Join OWL-S Control constructs.
 Transformation of the solution (composite web service) to OWL-S.
 Searching through the available web services to locate semantically relevant or equivalent alternatives
(atomic or sub-plan) and replacement on demand.
VLEPPO is an integrated system intended to facilitate
modeling and solving of planning problems. Among its
key features is a convenient and intuitive graphical interface, allowing design, comprehension and maintenance of
planning domains and problems. VLEPPO maintains
compatibility with standards, as most visual design elements offered in the system correspond to PDDL elements. Compliance with PDDL is also achieved through
import and export features. VLEPPO offers increased
flexibility in integrating planners that are exploited to
acquire solutions to specific planning problems. Thus, the
user is not restricted to a single planning algorithm, but
has the ability to experiment with different planners. Its
main components are Visual Component, Planning Component, Import / Load and Export / Save Component.
Advantages of the proposed approach include the ability to determine how to form valid composite services
satisfying given goals, based only on the OWL-S descriptions of the web services and the corresponding ontologies. No prior or additional knowledge is demanded,
since the ontologies capture adequately the semantics of
the concepts used. Furthermore, the decision concerning
the quantity and quality of the results, i.e. the number of
composite services produced and their accuracy in
achieving the given goals, is up to the user. Even when no
exact composite services can be found, the system is able
to utilize semantic information to find composite services
that approximate best the desired goal. Moreover, service
failure is handled through atomic service replacement,
without any obligation to perform planning again, a feature not provided by similar systems. Another important
aspect concerns the independence of problem representation from problem solution, thus enabling exploitation of
planning research advances, instead of a built-in planner.
Further advantages include conformation to current standards and increased interoperability and scalability.

4

PORSCE II

This section elaborates on the aspects of the approach
accommodated by the PORSCE II system.

4.1 Semantic Analysis
OOM exploits semantic information contained in the descriptions of web services to enhance the composition
procedure. For that reason, it manages the domain ontologies used to annotate the input/output parameter concepts of web service descriptions. Management of domain
ontologies involves a reasoning procedure that computes
the inferred ontology relationships, utilizing the Pellet DL
Reasoner [16]. Consequently, concept relevance criteria
are applied to determine semantically equivalent and
relevant concepts to a specific query concept. In the proposed approach, two ontology concepts are considered
relevant if and only if (a) they have a specific hierarchical
relationship, and (b) their semantic distance does not exceed a user-defined threshold.
Hierarchical Relationships
Four possible hierarchical relationships exist between
two ontology concepts A and B:
 exact(A,B): The two concepts should have the same
URI or they should be equivalent, in terms of OWL
class equivalence, i.e. A = B A  B.
 plugin(A,B): The concept A should be subsumed by
the concept B, i.e. A  B.
 subsume(A,B): The concept A should subsume the
concept B, i.e. B  A. In both the plugin and subsume
cases the subsumption relationships of equivalent
concepts are not considered.
 sibling(A,B): The two concepts have a common, but
not necessarily direct, superclass T, such as ATBT.
Semantic Distance
Two methods for determining the semantic distance
between two ontology concepts are provided [1]:
The Edge-Counting Distance (ec) is based on the distance of two concepts in terms of the number of edges
found on the shortest path between them in the ontology.
An edge exists between two concepts A and B if A is a
direct subclass of B.
The Upwards Cotopic Distance [17] is defined in terms
of the upwards cotopic measure, denoted as uc(A), that
represents the set of superclasses of concept A, including
A itself. In the proposed approach, this definition has
been modified to incorporate the semantics of an ontology hierarchy and it is calculated as (1):
uc( A)  uc( B) -1
(1)
duc ( A, B) = 1uc( A)  uc( B) -1
In both cases, the implementation of the semantic distance metric between two concepts returns a value between 0 and 1, with 1 denoting absolute mismatch.

4.2 Problem Transformation
A typical web service composition problem involves
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inputs, or data that the user is willing to provide to the
composite service, and outputs, which reflect the desired
results of the composite web service functionality. It also
includes a number of available web services which can be
combined to achieve a goal. The first step towards utilizing planning to solve a web service composition problem
is translation of this problem in planning terms.
A planning problem is modeled according to STRIPS
(Stanford Research Institute Planning System) notation
[18] as a tuple <I, A, G> where I is the initial state, A is a
set of available actions and G is a set of goals. States in
STRIPS are represented as sets of atomic facts. Set A contains all the actions that can be used to modify states.
Each action Ai has three lists of facts containing the preconditions of Ai, the facts that are added to the state and
the facts that are deleted from the state, noted as prec(Ai),
add(Ai) and del(Ai) respectively. The following formulae
hold for the states in STRIPS notation:
 An action Ai is applicable to a state S if prec(Ai)  S.
 If Ai is applied to S, the successor state S’ is calculated as S’ = S - del(Ai)  add(Ai).
 The solution to a planning problem (plan) is a sequence of actions, which, if applied to I, lead to a
state S’ such that S’G.
The solution adopted by our approach for mapping the
web service composition problem to a planning problem
is the following: Let IC be the set of concepts that the user
can provide to the composite service and GC its desired
outputs. If O denotes the set of all available ontology concepts, then ICO, GCO and ICGC. The inputs that
the user wishes to provide formulate the initial state,
while the desired outputs of the composite service formulate the goals of the problem: I = IC and G=GC.
The available OWL-S web service descriptions are
used to obtain the available actions in the planning domain. More specifically, each web service description
WSDi is translated to a domain action Ai, using the information provided by the corresponding profile instance
(each web service description is actually an instance of
the OWL-S Profile class). More specifically:
 The name of the action is the rdf:ID of the profile instance:
name  Ai   WSDi .ID


The preconditions are based on the service input
and precondition definitions (concepts):
n

prec( Ai )  {WSDi .hasInputk }

m



{WSD .has Pr econdition
i

k 1



}

The add effects comprise of the service output and
positive effect definitions (concepts):
n

add ( Ai )  {WSDi .hasOutput k }
k 1



k

k 1



m

{WSD .hasEffect
i


k

}

k 1

The delete list is formed by the negative effect definitions (concepts). The SWRL language [25] was
used in order to model the preconditions and effects
of the web services. Preconditions are modeled by
SWRL rule conditions, while positive effects are

modeled as SWRL atomic expressions that are true
in the world after the execution of the web service.
Since SWRL does not directly support negation and
negated atomic expressions, which would model
negative (delete) effects, the negation element of RuleML [26] was employed. The <neg> element is
used by the transformation process in order to discriminate between add and delete effects. The delete
list of the action is formulated as follows:
n



del ( Ai )  {WSDi .hasEffect k }
k 1

Invocation of planning algorithms over the newly formulated planning problem produces plans, representing
the description of the desired composite web service.

4.3 Semantic Awareness and Relaxation
Successful composition is facilitated if the planning
system is aware of possible similarities among syntactically different but semantically equivalent concepts. Semantic awareness enables planners to match preconditions and effects correctly, even if the terms used to refer
to them in the web service OWL-S profiles differ [37].
Furthermore, in cases when no exact matching of concepts is possible, the approach is able to utilize, apart
from equivalent concepts, semantically similar concepts
as well. In this case, input concepts can be matched to
output concepts approximately. Semantic relaxation
enables the formulation of composite web services that
are less accurate; nevertheless, they serve the purpose of
the user in the best possible way.
For implementation of semantic awareness and relaxation, the produced planning domain and problem are
enhanced with semantic information, thus maintaining
planner independence. In a pre-processing step, semantically similar concepts for the facts of the initial state and
the outputs of the available actions are discovered. Semantic enhancement is based on the following rules:
 The original concepts of the initial state together
with the equivalent and semantically similar concepts form a new set of facts noted as the Expanded
Initial State (EIS).
 The goals of the problem remain the same.
 The Enhanced Operator Set (EOS) is produced, by
including in the effects list of each operator all
equivalent and semantically similar concepts for the
concepts in its initial effects list.
Semantic enhancement, as described above, is performed
in cycles. The thresholds for semantic similarities are increased gradually, and independent thresholds are used
for each hierarchical relationship. In this way, solutions
will be returned in an increasing order of relaxation, starting with exact solutions, if such exist.
4.4 Solution Acquisition and Visualization
The planning domain and problem produced in the
previous steps is encoded into PDDL and solved by external planners in VLEPPO. The derived plans, which
might be either sequential or partially parallel, structured
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in levels, are visualized in PORSCE II. Examples of this
visualization can be found in Section 6. Visualization facilitates comprehension of the structure of the produced
composite service.

4.5 Composite Service Accuracy Assessment
In many cases the user is presented with multiple
composite services, due to semantic relaxation and use of
different planners. Despite the fact that all of these composite services cover the requested functionality, some of
them may be more preferable. Therefore, statistics such as
the number of actions and the number of levels in a plan,
as well as accuracy metrics, such as the distance quality
metric, have to be calculated for each composite service.
For the calculation of the distance quality metric, each
concept appearing in the plan is annotated with a semantic distance with respect to the original concept it was
derived from and the selected similarity metric. Additionally, each concept is annotated with the kind of hierarchical relationship it has with the original concept
(plugin, subsume or sibling relationship).
If there are a total of n concepts and each concept ci is
annotated with a semantic distance value of di, returned
from the OOM, and a corresponding weight of wi, depending on its hierarchical relationship to the original
concept, the distance quality metric for the case of the
edge-counting distance (Plan Semantic Distance for edgecounting – PSDec) is calculated as a weighted sum of the
distances of all concepts appearing in the plan (2):
n

PSDec   wi di

(2)

i 0

When the upwards cotopic metric is used, the distance
(Plan Semantic Distance for upwards cotopic – PSDuc) is calculated as a weighted product of the all concept distances
appearing in the plan, excluding equivalent concepts (3):
n

PSDuc   wi di , di  0

(3)

i 0

The weights are used to indicate that, from a semantic
perspective, in specific domains, several hierarchical relationships are more/less preferable. The plan accuracy
metric in both cases is calculated as 1-PSD; therefore, if
there is exact input to output matching, or if only equivalent concepts are used, then the plan quality metric value
is 1, while it decreases as the plan becomes less accurate.

4.6 Atomic Service Unavailability Handling
Atomic web service unavailability occurs when attempts to access a service using the interface described in
its definition are unsuccessful. In such cases, the ability to
replace this service in the composite service description is
essential. Service replacement can also deal with cases
when the user is unwilling to use a certain web service
due to lack of trust to its provider, security concerns, cost
or time constraints, etc.
Service Replacement Component initiates search from
a selected atomic service included in the composite ser-

vice. It discovers all atomic services that could be used
alternatively, and performs replacement as indicated.
Discovery of alternative atomic services requires advice from the OOM as far as equivalent and semantically
similar concepts are concerned. An action A is considered
an alternative for an action Q of the plan as far as it does
not disturb the plan sequence and the intermediate states.
Therefore, both the following conditions must hold:
 prec(A)  S, where S is the state of the world exactly
before the application of this action.
 S-del(A)add(A)  S’, where S’ is the set of facts that
must definitely hold after the execution of A in order for the rest of the plan to be applicable. S’ is given by applying Algorithm 1 to the part of the plan
starting after Q.
Algorithm 1 Computes the minimum set of facts that must hold in
a state S in order for a plan π to be applicable in S.
Inputs: π = {A1,..,An}: a plan
Output: S‘: a set of facts
set S’  {}
for i  n downto 1
set S’  S’  prec(Ai) \ add(Ai)
return S’

Note that in cases where the original plan was parallel, the above procedure should first serialize the plan,
then search for possible replacements and finally attempt
to recreate the possible parallel structure on the new plan.
This is required in order to increase the number of possible candidates for action Q. Otherwise, any candidate
replacement should not only lead to a valid plan but also
maintain the same parallel structure of the initial plan.
Alternatively, if no atomic service candidates exist,
Service Replacement Component can perform replanning
in order to locate a set of services that have the same effect as the one being replaced, and therefore can substitute it. States S and S’, as presented above, serve as initial
and goal states for the replanning process, respectively.
In both cases, lists of alternatives are populated and
the user is enabled to select among them. The selected
alternative substitutes the original service both in the plan
and in the visualization, and accuracy metric is appropriately adjusted to reflect the current composite service.

4.7 Solution Transformation
The composition process is completed by transforming the produced composite service into OWL-S. This
process takes into account semantics included in OWL-S
descriptions and domain ontologies. OWL-S establishes a
framework for defining composite processes as a set of
atomic processes, combined together using a number of
control constructs, such as Sequence, Split, and Split+Join.
Algorithm 2 presents the basic algorithm that creates a
composite service, given a web service graph. A web service graph is a graph G=(V, E), where the nodes in V correspond to all atomic services in the plan. The edges
(xy) in E, where x and y are nodes in V, define that web
service x produces an output that is required by y as an
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input. Algorithm 2 processes every root node in the graph
and produces as output a composite construct of either
the form sequence(c1, c2), or split(c1, c2,.., cn), where c1 to cn
are either NULL or composite constructs.
Algorithm 2 (Basic) Computes an initial composite service with
Sequence and Split constructs
Inputs: G=(V,E): the web service graph
Output: C: a composite service construct
set R  {rV: x  V, (xr)E } // R: set of root nodes in G
if R = 0 then return NULL
if R = 1 then
set G‘ the tree in G with rR as the root
return sequence(r, Basic(G‘-{r}))
set c  {}
for each r in R
set G‘ the tree in G with rR as the root
set ccBasic(G‘-{r})
return split(c)

degree of correspondence to PDDL 2.2 elements. Plans,
representing composite services, can also be visualized,
provided that they comply with the PDDL+ standard
[15].

The Domain Entities and Relationships
Planning domain structure is described by employing
the formalism of the entity-relationship model, adapted to
the PDDL standard. Classes are mapped to entities and
predicates are mapped to relationships.
In the web services case, predicates of the planning
domain represent concepts serving as inputs and outputs
of services. Classes may represent arguments of these
inputs and outputs, if such exist. An example of the visualization of an entity-relationship model is depicted in
Fig. 4. The example concerns a partial web service domain including identification information of a certain individual, and phone number data.

Fig. 3. Example web service graph.

For example, consider the web service graph presented in
Fig. 3. The output of Algorithm 2 will be:
split(sequence(WSa,sequence(WSc,NULL)),
sequence(WSb,sequence(WSc,NULL)))

This output is then further processed, by checking the
elements of each Split construct in pairs. If common last
arguments are located (such as the sequence(WSc,NULL)
argument in the previous example), this suggests that a
join is possible and the pair can be condensed by introducing a Split+Join construct. The result of this process for
the above example is a construct of the form:
split(sequence(split+join(WSa,WSb),
sequence(WSc,NULL)))

Fig. 4. Entity-relationship model example.

Representing Operators
Operators in VLEPPO have a direct correspondence to
PDDL actions. The essential elements of their definition
are preconditions, results (or add / delete lists), and parameters, and they are visualized in the Operators Editor.
The default view for an operator is preconditions / results view. This view depicts the preconditions that must
hold for the action to be executed and the state of the
world after the execution of the action (in terms of predicates affected by this action), as depicted in Fig. 5.

Finally, the output is simplified by removing NULLs and
single-argument constructs. The final outcome for the
above example composite service is the construct:
sequence(split+join(WSa,WSb),WSc)

The transformation of the solution to OWL-S facilitates deployment of the composite service in OWL-S execution systems such as the OWL-S Virtual Machine [23].

5

VLEPPO

This section overviews the functionality of the VLEPPO system pertinent to the proposed approach. Description will be confined to the features regarding web service
composition; a full elaboration on the advanced features
of the system is out of the scope of this paper and can be
found in [24].

5.1 Visual Representation and Design
The key feature of Visual Component is its simplicity
and convenience. Planning domains and problems are
represented using graphical notations, bearing a high

Fig. 5. Operator example.

Another option is the add / delete lists view. This
view depicts the facts that will be added and deleted from
the current state of the world upon the application of the
action. This option is more convenient for representing
inputs and outputs in the web service case. An example
of this view can be found later, in the Case Study section.
Moreover, the system supports operators with duration, referred to in PDDL as durative actions. These can be
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used instead of simple operators to represent web services whose descriptions provide temporal information,
such as estimated response and execution time. Such descriptions occur by complementing OWL-S with additional ontologies, such as DAML-Time [33][34], which
introduce temporal web service properties.

Representing Problems
For every domain defined in PDDL, a large number of
corresponding problems can be defined by describing an
initial and a goal state. In the web services case, the problem represents the user requirements (inputs and outputs) of composite services. Problems are represented by
denoting the predicates in the initial state, the predicates
in the goal state, and the objects that take part in the problem definition, as depicted in Fig. 6.

Fig. 6. Problem instance example.

Syntax and Validity Checking
A very important feature of VLEPPO is real-time syntax and validity checking, as it detects errors and inconsistencies at the time they emerge and prevents them
from propagating in the domain. Planning domains are
checked for consistency within their own structures, and
planning problems have to be checked for consistency
and correspondence to the related domains [24].
The validity checks verify the correct structure of the
operators representing web services; therefore, errors in
the web service definitions, such as inconsistent inputs or
outputs can be detected. Moreover, the system verifies the
consistency of the types of the parameters both in operators and problems. This ensures that all available web
services, as well as the desired composite service, will
have valid concepts as inputs and outputs. At the time of
export, VLEPPO ensures that the domain and problem
are complete, and all essential classes, operators and parameters have been defined, thus preventing planning
errors for the external planning systems.
Syntax and validity checking can be a very useful feature in the web services case as currently there are no systems providing such functionality.

5.2 Interoperability with PORSCE II through PDDL
The feature of VLEPPO that enables interoperability
with PORSCE II and other systems is the ability to import
from and export to PDDL. In addition, compliance with
PDDL results in increased flexibility in selecting external
planning systems for acquiring solutions.
During export, elements taking part in domain definition can be combined to formulate constructs and exported to a PDDL domain file. The domain is automatically enhanced with the appropriate requirements tag, as
detected by the system. Elements that formulate the problem are exported in a separate PDDL problem file, corresponding to a specific domain. Plans produced by external planning systems are exported in PDDL+.
Importing and visualizing planning domains and
problems expressed in PDDL serves comprehension, manipulation and maintenance purposes. The designer is
thus enabled to modify existing domains and problems in
an intuitive way, even if they are not familiar with PDDL
syntax. Both typed and non-typed PDDL files are supported; however, importing non-typed PDDL is subject to
some restrictions. If no typing is used, syntax alone might
not be enough, and semantic information might be necessary to discriminate types (or timeless unary predicates)
from ordinary unary predicates. Most domains produced
from a web service composition problem are classified in
the non-typed case. To cope with that, a module for translating non-typed to typed PDDL has been developed. The
module scans the non-typed PDDL file for unary predicates, which are candidates for being considered as
“types”. Consequently, it examines which of them could
be timeless, using the distinctive property of timeless
predicates that they do not appear in any add or delete
lists. The non-typed to typed PDDL translation module
has the best possible results, provided the information
contained in PDDL files. However, when the domain is
not well formed, the intervention of a user, in order to
interpret semantics, is required. Even so, the effort is significantly reduced compared to designing the domain
from scratch.
Load / save functions for both domains and problems
can be used alternatively instead of import / export. They
are capable of preserving additional visual information,
such as colors and positions of elements, even for domains that are under development.
5.3 Solving
Interface with planners implemented as web services
As VLEPPO is intended to be an integrated system not
only for designing but for acquiring solutions to planning
problems as well, interoperability with planning systems
is necessary. This is achieved by providing the ability to
discover and communicate with web services offering
implementations of various planning algorithms. Moreover, existing planning systems can expose their functionality through web services and be utilized by VLEPPO.
To this end, a dynamic web service client has been developed as a subsystem. In this way, the system can ex-
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ploit alternative planning web services according to the
problem at hand, as well as cope with changes in definitions of these web services. Problems can be solved with
many planners simultaneously, without any overhead to
local resources.
Communication with web services is performed by
means of exchanging SOAP (Simple Object Access Protocol) messages, as the web service paradigm dictates.
However, in a higher level, the communication is facilitated by the use of the PDDL language, which constitutes
the common ground between VLEPPO and the planners.
An additional advantage of using the PDDL standard is
that the system is not obliged to determine which PDDL
features the planners can handle, thus leaving each planning system to decide for itself.
Employment of the web service technology results in
the independence of the approach from the planning or
problem solving module and increased flexibility. Such a
decoupling is essential since new planning systems that
outperform current ones are being developed. Each of
them can be exposed as a web service and then invoked
for solving a planning problem without any further
changes to the domains and problems already designed
and exported as PDDL files.

Translation of all available OWL-S atomic web services for this case study is performed in the Transformation
Component of PORSCE II. Each atomic web service is
transformed into a planning action, with the service inputs represented as preconditions and the service outputs
mapped to results. Consequently, if the user wishes to,
the produced domain can be imported to VLEPPO for
visualization purposes. The visual representation for
some of the actions of this case study is depicted in Fig. 7.
Table 1. Add / modified web services.
Service
BookToPublisher
CreditCardCharge
ElectronicOrder
PublisherElectronicOrder
ElectronicOrderInfo
Shipping
WaysOfOrder
CustomsCost

Inputs
Book, Author
OrderData, CreditCard
Electronic
PublisherInfo

Outputs
Publisher
Payment
OrderData
OrderData

Electronic

OrderInformation

Address, OrderData
Publisher
Publisher, OrderData

ShippingDate
Electronic
CustomsCost

Solving planning problems locally
Although VLEPPO aims at exploiting the capabilities
of web service technology to take advantage of different
planners, according to the problem at hand, an option to
solve the problems locally is also offered. This option can
be used at any time without any special machine set up.
Therefore, the lack of internet connectivity or planning
web services does not prevent users from obtaining valid
compositions, although resulting compositions in this
case might not be optimal. Currently, the planners used
for solving problems locally are LPG-td [20], which
proved to perform very well based on the results of International Planning Competitions, and JPlan [22], which is
an open-source implementation of Graphplan.

6

CASE STUDY AND PERFORMANCE RESULTS

This section aims at demonstrating the application of
the proposed approach, following the course of Fig. 1.
Additionally, it intends to evaluate performance and scalability of the approach for large numbers of available
web services. A major goal is to emphasize compatibility
with existing web service test sets and ontologies. The test
sets used to perform experiments were obtained from the
SemWebCentral OWLS-TC version 2.2 revision 1 [21].
They included web services classified in various domains
such as books, economy, food and travel, accompanied by
corresponding ontologies. Several additional service descriptions of interest, which were included to illustrate
the full capabilities of the system, appear in Table 1. For
experiments, the entire set of web services included in
specific domains is taken into account, so that the produced domain size is maintained in realistic levels.

Fig. 7. E-bookstore domain operators.

The scenario implemented here concerns the electronic purchase of a book. The user wishes to provide as inputs a book title (books.owl#Book) and author (books.owl
#Author), credit card information (finance_th_web.owl
#credit_card) and the address that the book will be
shipped to (Mid-level-ontology.owl#Address). The outputs of the desired composite service are a payment from
the credit card for the purchase (finance_th_web.owl
#payment), as well as shipping dates (my_ontology.owl
#ShippingDate) and customs cost (my_ontology.owl
#CustomsCost) for the specific item.
User requirements for the desired composite service
are expressed either in PORSCE II through a dialog interface such as the one depicted in Fig. 8, or visually in
VLEPPO as a planning problem, as shown in Fig. 9.
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Fig. 8. Initial and goal state definition in PORSCE II.

Fig. 9. Initial and goal state definition in VLEPPO.

The next step is optional semantic relaxation, performed through semantic enhancement. While exact
matching of input to output concepts is obligatory in classical planning domains, this might not be the case for the
web services world. Generally, it is considered preferable
to present a composite service that approximates the required functionality than to present no service at all. In
such cases, semantic relaxation can be proved very useful.

The semantically relevant and equivalent concepts
needed for implementing semantic relaxation are obtained from the OOM, while the user has control over the
degree of relaxation by defining semantic distance metrics, hierarchical relationships and thresholds.
At this point, PORSCE II exports the formulated (and
possibly semantically enhanced) planning domain and
problem to PDDL. The full domain and problem for this
case study, visualized in VLEPPO, is presented in Fig. 10.
In order to acquire solutions, both domain and problem are imported in VLEPPO, which for this example
invokes LPG-td locally, using the operator set described
above, without including any semantically relevant concepts. The result is presented in Fig. 11.
If an exact matching service is impossible to be found,
then the user might resort to approximate services
through semantic relaxation. Such an approximate service
for the specific case study is presented in Fig. 12. The calculated accuracy of this approximate service is different
from the accurate one presented in Fig. 11.

Fig. 10. Domain and problem representation in VLEPPO.
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Fig. 11. Accurate plan. As no relaxed matching is performed, accuracy quality is the best possible.

Fig. 12. Relaxed plan. Note that relaxed matching alters the plan accuracy quality value.

Experiments performed intended to study the behavior of the system as the number of available web services
increases significantly. Scalability issues are emphasized
as they have not been previously explored for other related systems. For example, OWLS-XPlan has only been
studied for domains up to approximately 50 services, and
no performance measures are provided. The ability of a
web service composition system to scale up and maintain
efficiency is very important, as it is one of the main factors that determine the applicability of the approach in
real world domains, with hundreds of web services.
Table 2. Time measurements (in milliseconds)
Number of web
services
Preprocessing
time (PORSCE II)
Total transformation time
(PORSCE II)
Transformation
time per WS
(PORSCE II)
Planning time
(LPG-td)
(VLEPPO)

10

X
E
C
X
E
C
X
E
C

100

500

1000

5857

6104

5875

5703

4594
4531
4585
459
453
459
1
4
3

70062
75725
74688
700
671
746
13
6
5

350836
335477
728633
702
757
1457
16
15
16

792109
796797
3901141
792
797
3901
17
16
16

In experiments, web service profiles were added to the
domain progressively in batches. The time performance
results presented in Table 2 were obtained from a number
of runs of the system on a machine with Dual-Core AMD
Opteron Processor at 2.20GHz with 1GB of RAM memory

and concern times for preprocessing, OWL-S to PDDL
transformation and planning using LPG-td.
Measurements took place for domains of different sizes, namely 10, 100, 500 and 1000 OWL-S profiles. Some of
the experiments were performed without semantic relaxation (X), while others were performed with semantic relaxation using either the edge-counting distance metric
(E) or the upwards cotopic metric (C).
Preprocessing times did not show significant fluctuation, as they depend only on the number and structure of
processed ontologies and not on the number of available
web services. Preprocessing time is not negligible; however, this process is done offline, only once. Then, results
are taken into account for a large number of user requests.
Preprocessing does not need to be performed again as far
as the domain ontologies are not significantly altered.
As far as the scalability of the system is concerned, total transformation time evidently increased as the number
of available web services increased. However, the calculation of the average transformation time per web service
profile shows that it converged to approximately 0.8
seconds for the exact matching and the edge-counting
distance metric cases. For these cases, the complexity of
the transformation process is linear. In the upwards cotopic metric distance case, the increase in the average
transformation time appears to be significant as available
web services increase. This overhead is introduced during
the location of semantically similar concepts, in order to
perform semantic relaxation. The delay happens due to
higher complexity of the algorithm used for the calcula-
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tion of the upwards cotopic relevance between concepts,
compared to the edge-counting case.
As far as average planning time is concerned, LPG-td
shows an increase in planning time as the number of actions increases. However, it is still proved remarkably
fast, as it uses graph structures to exclude unrelated operators early during planning. Semantic relaxation does not
impose additional overhead to planning, as it does not
increase the number of operators. Planning time is not the
most important factor that affects system performance, as
no specific planner is inherent in the proposed system.
Table 3 shows the increase in the number of plans as
semantic distance thresholds for different hierarchical
relationships increase during semantic relaxation iterations. The quality metric values for the produced solutions are also depicted.

service is expressed in OWL-S to facilitate its deployment.
Implementation of approach was accommodated by the
development of the PORSCE II and VLEPPO systems.
Future goals include the addition of the OWL-S descriptions of produced composite services in the registry
of available services, to explore the possibility to accelerate the composition process. Moreover, it lies in our immediate plans to study ways to enhance the approach
with the ability to produce various composite services
according to non-functional user preferences, dealing
with pragmatic knowledge. As web service standards
evolve, exploitation of pragmatic knowledge could be
possible by extending existing web service description.
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